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ABSTRACT

In multi-agent scheduling problems, agents frequently need to reach a consensus about variables of 

social interest. Making decisions about the values of these variables requires a mechanism to mediate 

agents’ potentially conflicting preferences. In part because they enable efficient preferential 

optimization, CP-nets are an attractive model for representing a single agent’s preference information. 

Hoping to benefit from this same efficiency in multiagent settings, we apply the CP-net model to the 

problem of negotiating joint outcomes. Acyclic CP-nets restrict agents’ preference functions to be 

qualitative partial orders, and so we develop a method to assess the quality of an outcome for each agent 

based on its relative standing in the space of possible outcomes. The ability to compare outcomes across 

agents allows us to guide a search through the induced preference graphs and find the optimal outcome. 

Generating these induced preference graphs is, unfortunately, a combinatorial problem, but does provide 

a useful baseline for comparison. We show that the optimal outcome can, in principle, be found via 

direct assignment of variables, provided that optimal decisions are made about which agent assigns each 

variable. Finally, we develop heuristics that allow us to approximate an optimal variable assignment 

strategy. Empirical evaluation of the resulting algorithm indicates that, relative to the costly outcome 

graph search, an algorithm based on direct variable assignment offers exponential speedup, while 

costing only a small constant factor in performance.

1. INTRODUCTION

Multi-agent reasoning is filled with situations that demand that agents agree on negotiated settings for 

variables of mutual interest. In the particular domain of scheduling, opportunities for negotiation arise 

over the locations, times, and durations of activities, and on the planning side, agents might disagree 

about which activities should be scheduled at all. In this work, we develop algorithms to find negotiated 

outcomes—complete assignments to the variables of mutual interest.



Our application domain is that of assistive technology in the service of users who are suffering from 

some degree of cognitive impairment, as in [6]. As a result we have chosen CP-nets to represent users’ 

preferences in part because of the relative ease with which such a representation may be elicited [2], [3]. 

The current work focuses specifically on the degree to which compact, qualitative preference 

information about individuals that is captured in these CP-Nets (described in more detail in Section 4) 

can be used efficiently to converge on optimal or near-optimal negotiated outcomes.  In particular, our 

goal is to determine whether a multi-agent version of the single-agent forward-sweep algorithm (Section 

4.2) exists that can exponentially speed up multi-agent outcome selection compared to agents jointly 

searching over the space of alternative outcomes.

The contributions of this paper are as follows.  After briefly providing background on CP-nets (Section 

2), we describe techniques for finding a maximin outcome in a multi-agent setting based on agents' 

individual preferences represented as partial orders over alternative outcomes (Sections 3 and 4).  These 

techniques unfortunately work in the outcome space, which is exponential in the number of variables.  In 

response, we develop our main contribution: a greedy algorithm, based on the single agent forward-

sweep for solving the multi-agent problem in time linear to the number of variables (Section 6).  A 

fundamental challenge for this algorithm is deciding which variable to assign next, and which agent's 

preferences to respect in making the assignment (Section 5).  We show that this decision can be made 

heuristically (to avoid looking ahead to the consequences of making alternative choices), and 

empirically demonstrate that our algorithm and heuristic quickly find an optimal or a near-optimal 

outcome (Section 7).

2. CP-NETS OVERVIEW

In [2], Boutilier et al. present a model (called a CP-net) that describes an agent’s conditional ceteris 

paribus preferences. Briefly, a CP-net is a directed graph, in which each node is annotated with a 

conditional preference (CP) table that indicates the preferred value for that node’s variable, conditioned 

on the values of its parents (the nodes that point to it).

Figure 1 shows a simple CP-net for Boutilier’s example diner. We have two variables, and name them 

with capital letters—D for DinnerIsMeat and W for WineIsWhite. Lowercase letters (and their negations) 



denote values that are assumed by variables. Thus, d and d’ represent, respectively, meat and non-meat 

(fish) dinner, while w and w’ stand for white and non-white (red) wine. For simplicity, we assume 

throughout that variables are binary.

Figure 1. The CP-net for the diner example

2.1 The Induced Preference Graph

CP-nets induce associated preference graphs that, when the underlying CP-net is acyclic, partially order 

outcomes. In the induced preference graph for a CP-net, there is a directed edge between every pair of 

outcomes that differ on the value of only a single variable. For any pair of outcomes O1 and O2 that 

differ only on the value of a single variable V, the CP-table for V indicates which of the competing 

values of V is preferred. Under the ceteris paribus semantics of the CP-net, the outcome in which V

assumes a preferred value is the preferred outcome, all else being equal. By convention, we draw the 

edge from the more preferable outcome to the less preferable. 

Figure 2. Induced preference graph for the Figure 1 CP-net

The induced preference graph for the diner example (Figure 2) shows that (d, w’) > (d, w) > (d’, w) > 

(d’, w’). We rank (d, w’) over (d, w) since w’ > w when D has the value d. Similarly, we rank (d, w) over 

(d’, w) because when W has the value w, then d is preferable to d’. Finally, (d’, w) > (d’, w’), because w 

> w’ when D takes the value d’. The final relationship, between (d, w’) and (d’, w’), can be directly 

established based on the differing values of D, and also can be inferred as a transitive relationship.

2.2 Outcome Optimization

In [2], Boutilier et al. show that given some (possibly empty) set of evidence that fixes the values of 

some of the variables, the most-preferred outcome that is consistent with that evidence can be found in 

time that is proportional to the number of variables in the CP-net. The algorithm for doing this, which 
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Boutilier et al. call forward sweep, is very straightforward: begin from the top level of the CP-net and 

assign to each unassigned variable the value that is most preferable given the existing partial assignment. 

After assigning all variables in one level, continue by assigning values to variables in the next, until 

every variable has been assigned a value. The semantics of the CP-net representation guarantee that the 

forward sweep constructs an outcome that is preferable any other outcome that is consistent with the 

evidence.

Figure 3. A more interesting CP-net

Figure 4. Induced preference corresponding to Figure 6

We describe the application of this algorithm to the CP-net in Figure 6, assuming that some evidence 

fixes B to have the value b`. Figure 4 shows the induced outcome graph for the CP-net, where the 

different levels of highlighting show the outcomes that are eliminated at each step of the algorithm. In a 

bit of foreshadowing, the dashed lines divide the outcomes into ordered equivalence classes that contain 

outcomes that are unordered within their class. We will shortly come to call these classes “tiers”. The 

first step of the algorithm assigns a to A, which has the effect of eliminating the four outcomes in the 

lower right of Figure 7, which comprise the lowest tiers of the outcome space. The algorithm would next 

assign B, but unfortunately, the evidence sets its value in a way that eliminates the two best outcomes. 

The final step assigns c’ to C, which eliminates the lower-tier outcome from the two remaining, leaving 

only the outcome (a, b’, c’).
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3. CHOOSING SOCIAL OUTCOMES

In this work, we focus exclusively on finding social outcomes that are maximin-optimal. That is, we 

consider an outcome O* to be optimal if the worst-off agent under O* is at least as well off as the worst-

off agent under any other outcome O. We begin by considering how agents might take it upon 

themselves to find such an outcome, before addressing how to find the same answer algorithmically.

A CP-net is a relatively information-poor preference representation, which is sufficient (when the CP-

net is acyclic) only to produce a qualitative partial order over the outcomes, as we have described. In 

practice, however, people’s preferences are likely to be totally ordered. If we assume this to be the case, 

we can imagine how two people might collaborate to find a maximin outcome. 

Each person begins by proposing only her first choice outcome. If these match, both people are happy, 

and have found the right choice. If not, one of them would suggest her second choice as an alternative 

candidate. The people continue to suggest outcomes that are less and less preferable until they find one 

they can agree upon. By choosing who will suggest the next (worse) outcome based on that person’s 

resulting unhappiness, the people will find the maximin solution.

The key feature of this imagined protocol is that our hypothetical people know both their individual total 

order, and the level of utility associated with each individual outcome. To automate this process to 

support people with cognitive impairment, an algorithm needs to determine (a) who should be the next 

to sacrifice happiness in order to achieve consensus, and (b) what the next best choice is for that person. 

The remainder of this section addresses in turn how we extract these two key pieces of information from 

the CP-nets-based partial orders.

Given the CP-Net of its associated human user, a cognitive-assistant agent can form its outcome graph 

and employ a generic search algorithm to find a maximin outcome, provided we define two things.  

First, we need to define a way in which the graph can be partitioned into totally ordered equivalence 

classes, each of which contains outcomes that are unordered with respect to one another. Second, we 



need to define a scale to measure how happy an agent is with an outcome in a particular equivalence 

class. This scale must be universal to allow a meaningful comparison of agents’ happiness. 

With these two definitions, the algorithm can be easily described. Each agent begins by considering only 

the outcomes in its most preferable equivalence class. Then, at each step of the algorithm, one agent 

expands the set of outcomes it will consider to include those in its next equivalence class. We choose the 

agent to perform this expansion by deciding which agent will remain the happiest after considering the 

next tier of outcomes. This expansion continues until all agents are willing to consider the same 

outcome.

3.1 What to Propose Next: Tier Division

In our hypothetical algorithm, it isn’t strictly necessary that the users’ outcome spaces be totally ordered. 

It is enough that each agent be able to identify the set of outcomes that are “next-best” after those that 

have already been proposed. This results in the partitioning of each users outcome space into a series of 

totally ordered equivalence classes, each of which contains outcomes that are unordered relative to one 

another. We call the resulting divisions “tiers.”

We insist that any valid tiering observe two properties regarding relations between pairs of outcomes. 

Between any pair of outcomes A and B, one of three relations holds, depending on the path between A 

and B in the outcome graph. If there is a directed path from A to B, we say A dominates B, and similarly 

when a directed path is from B to A, then B dominates A. When A and B are only connected by an 

undirected path, they are said to be incomparable. The properties of a valid tier division are as follows.

Definition 1 (Valid Tier Division): For any division of an agent’s outcome graph into totally ordered 

tiers, {T1… TN}, it must be the case that: 1) All outcomes in the same tier are incomparable, and 2), no 

outcome in tier Tj is dominated by any outcome in tier Tk  for all k>j.

For a particular partial order, there is a large number of ways to divide the outcomes into tiers, including 

any total order consistent with the partial order. Unfortunately, the CP-net only defines the partial order, 

and provides no additional information to inform this decision. Given this lack of knowledge, the best 



we can do is to propose rules that produce tier divisions that are likely to be good reflection of the users’ 

true preferences.

If we assume that a user’s true preferences are totally ordered, then the CP-net provides no information 

that one total order that is consistent with the induced partial order is any more likely than another. Thus, 

we can think of each consistent total order as having an equal vote over the relative ordering between 

each pair of outcomes.  A good tier division should thus order each pair of outcomes in the way that 

corresponds with the more frequently occurring ordering in the space of all valid total orders, putting the 

outcomes in the same tier in case of ties.

This is seen more clearly through an example. There are six total orders corresponding to the partial 

order depicted in Figure 5: 123456, 123546, 124356, 132456, 132546, and 135246. We see immediately 

that 2 is preferred to 3 in exactly half of the six total orders, while 3 is preferred to 2 in the other half. 

Similarly, 4 is better than 5 exactly half the time. On the other hand, 2 is better than 5 in five of the six 

orders; likewise 3 is better than 4 in five of the six. This produces the tier division shown in Figure 6. 

Figure 5. Partial order consisting of two equal-length paths

Figure 6. Partial order with added tier boundaries.

This method of division is obviously an estimate of the agents’ true preferences. However, with CP-nets, 

it is impossible to do any better: the necessary information just isn’t present. We have thus provided one 

principled method for deciding which outcome or outcomes an agent would next like to consider that is 

likely to produce a good answer. Further, it is important to note that the algorithm of the next section 
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doesn’t care about the tier division, which allows the substitution of a different tiering should additional 

information be available.

3.2 How Unhappy: Normalization

Having defined a method to partition outcome graphs into equivalence classes, we also need a metric to 

assess an agent’s happiness with an outcome in any particular class. Comparing the happiness of 

multiple agents given any particular outcome requires a universal scale that is normalized to account for 

agents’ different outcome space topologies. 

We again see that the CP-net representation has the potential to obscure important utility information. 

The only information available to us is the percentage of outcomes that are definitely better and worse 

than a particular outcome of interest, given the chosen tiering. This approach is very similar in spirit to 

the idea of k-optimality [5], in that we are able to determine that some outcome is better than, say, 90% 

of the choices, but unable to say anything about the degree to which that outcome is better or worse than 

alternative outcomes.

Given some tier division, we define a quantitative metric that is normalized to eliminate the effects of 

differing outcome spaces. Based on an outcome’s position in a given tier structure, we define a 

satisfaction interval or just interval for that outcome in the context of that preference graph, as follows.

Definition 2 (Satisfaction Intervals): Given some division of outcomes into tiers, we can describe 

outcome O’s position in the space of all outcomes with a satisfaction interval. We write intervals as 

[max, min], where min is the proportion of all outcomes in lower tiers than O’s tier, and max is 1 minus 

the proportion of all outcomes in higher tiers.

We introduce additional notation for describing these satisfaction intervals. Any such interval describes 

the quality of some outcome O from the perspective of a particular agent A. We write interval(O,A) to 

refer to this satisfaction interval. We additionally write max(O,A) and min(O,A) to refer to the high and 

low endpoints of interval(O,A), respectively.



Figure 7. Another partial order

We use agents’ satisfaction intervals to determine which agent is worse off for any given outcome. Since 

we are looking for a maximin solution, we compare intervals based on their lower endpoints, using the 

upper endpoints to break ties. For example, consider agents A and B with the outcome graphs shown in 

Figures 2 and 3, respectively. For this example, we assume in Figure 3 that outcome 6 is in the same tier 

as outcome 2. If we are given a choice between outcomes 3 and 6, we must consider four intervals: 

interval(3, A), interval(3, B), interval(6, A), and interval(6, B). We see that A has an interval of [.833, .5] 

for outcome 3 and [.167, 0] for outcome 6. B has an interval of [.5, .33] for outcome 3, and [.833, .5] for 

outcome 6.  Thus, B is worse off under outcome 3, while A is worse off under outcome 6. We finally 

observe that A is worse off with the outcome 6 than B is with outcome 3, so outcome 3 is the maximin 

choice.

4. THE SOCIAL CHOICE ALGORITHM

Dividing agents’ outcome graphs into tiers and finding the associated satisfaction intervals gives us the 

necessary ability to assess each agent’s level of happiness with some subset of outcomes on a universal 

scale. As we observed, a simple algorithm to find maximin social outcomes can be built using these 

ideas.

To find a maximin social outcome, we begin by dividing the outcomes into tiers, and computing the 

corresponding satisfaction intervals. In describing the algorithm, we tier the graph based on distance 

from the best outcome, although this algorithm can operate using any valid tier division. Note that all of 

the outcomes in a tier have identical satisfaction intervals. Once we have identified the intervals for each 

tier of outcomes for each agent, a simple greedy search finds a maximin optimal outcome.

Before we describe the algorithm in detail, let us remind the reader that this algorithm in itself is not a 

novel contribution: iterative expansion algorithms like the one we describe have been used for 

multiagent optimization before, such as for solving Distributed Constraint Optimization Problems [8]. 
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The reason we go into details here is to establish a well-founded baseline for finding optimal joint 

outcomes for these problems given notions of tiering and satisfaction.  That is, to evaluate our later 

algorithm for finding social choices directly from CP-nets (rather using outcome graphs), we need this 

outcome-graph-based approach to determine the “right” answers.

The Outcome Space Optimization algorithm traverses the outcome graphs to find optimal social 

outcomes. Although for the sake of clarity it is presented for only two agents, the generalization to N

agents is trivial. The data structures outcomes1 and outcomes2 list the tiers associated with each agent’s 

outcome space. Each tier (list entry) contains the set of outcomes in that tier, and the min for the 

corresponding satisfaction interval. The algorithm maintains a set of candidate outcomes for each agent 

containing all the outcomes the agent is currently willing to accept. At each step of the algorithm, the 

agent (or possibly agents) that is most satisfied with the outcomes in its first non-candidate tier expands 

its candidate set to include that next tier. The algorithm terminates when the intersection between the 

sets of candidate outcomes is non-empty. (Termination is guaranteed, at worst, when some candidate set 

includes every outcome.) A post-processing step checks the max value of each outcome in the 

intersection for the agent that is worst-off under that outcome in order to break ties in cases the 

intersection contains multiple outcomes. Note that in the presence of some evidence that forces some 

variables to take specific values, the algorithm simply continues adding candidate outcomes until the 

intersection contains an outcome consistent with the evidence.

Theorem 1: The outcome returned by Algorithm 1 is maximin.

OUTCOME SPACE OPTIMIZATION 

Init(cand1Ø, cand2Ø, curMax0 )
1 while( (cand1 ∩ cand2) = Ø )
2 if( agent1.topTier.min ≥ agent2.topTier.min )
3 cand1  cand1 U agent1.topTier.outcomes
4 agent1.deleteTopTier
5 if( agent2.top.min ≥ agent1.topTier.min )
6 cand2 cand2 U agent2.topTier.outcomes
7 agent2.deleteTopTier
8 foreach o in (cand1 ∩ cand2)
9 if( min(o,A1) ≤ min(o, A2) && max(o,A1) > curMax )
10 currentMax  max(o,A1)
11 returnedOutcome  o
12 if( min(o,A2) ≤ min(o, A1)  &&  max(o,A2) > curMax )
13 currentMax  max(o,A2)
14 returnedOutcome  o



Proof: Consider the final iteration of the WHILE loop in line 1. There are two cases to consider. In the 

first case, only one of the IF statements in lines 2 and 5 evaluates to true. Assume w.l.o.g. it was the first 

(line 2). A set of outcomes, which we call O, is added to cand1, which produces a non-empty 

intersection in the WHILE condition in line 1. Because they are in the same tier, every outcome in O has 

the same interval, and so they all have the same max, and the FOREACH loop in line 8 can choose any 

of them. Consider a particular outcome o in O. We know from the assumption that only the first IF 

statement (line 2) was true in the final iteration that o was in cand2 before the final iteration, and so, 

interval(o, A1) < interval(o, A2), and A1 is worse-off under outcome o. Consider any other outcome o’, 

not in O. Either min(o’, A1) < min(o, A1), or min(o’, A2) < min(o, A1), because otherwise o’ would have 

occurred in the intersection of cand1 and cand2 during some earlier iteration of the WHILE loop in line 

1. Thus, any outcome o’ that is not in the initial non-empty intersection is worse for one agent than o is 

for A1.

In the second case, both IF conditions are true during the final iteration, and so outcomes O1 are added 

to cand1 and O2 to cand2. If their intersection contains only outcomes from one of O1 and O2, we are 

back in the first case. If, however, the intersection contains some outcome from both O1, and O2, we 

need to make the additional check. The final step of the algorithm computes max(o, A1) for the outcomes 

in O1 and max(o, A2) for outcomes in O2. The algorithm returns an outcome o for which this max 

calculation is higher (say w.l.o.g. o is in O2), which must be maximin. Any outcome o1’ in O1 is, by the 

same argument we used for case 1, worse for A1 than for A2. But o1’ has min(o1’, A1) = min(o, A2), and 

max(o1’, A1) < max(o, A2), so that interval(o1’, A1) < interval(o, A2). Similarly, any outcome o’ not in O1

or O2, is, by the same argument as in case 1, worse for one agent than o is for A2. Thus, outcome o is 

maximin. ■

For more than two agents, the algorithm remains optimal for exactly the reasons given in the two-agent 

proof. The outcomes O that first appear in the intersection all have the same min, and any outcome o’ 

not in O has a smaller min for some agent, because for some k, min(o’, Ak) < min(o, Aj), for any o in O

and all j. As in the two-agent case, we only need to check the max values of the outcomes in the 

intersection, and only when the last iteration adds outcomes to the candidate sets of more than one agent.



While this algorithm is provably optimal, it has severe limitations because of its reliance on the 

availability of the induced outcome preference graph for every agent—these graphs are exponential in 

the number of variables! Although the graph search algorithm works perfectly for single-agent outcome 

optimization, in the single agent case, better performance can be achieved if the agent’s partial order 

corresponds to a CP-nets preference representation. The CP-nets representation can shift the approach 

from searching the outcome graph to constructing the best outcome by directly assigning values to 

variables using an algorithm called “forward sweep”. In what follows, we review the basics of CP-nets, 

summarize the single-agent forward sweep algorithm, and finally apply the same search strategy to the 

multi-agent case.

5.  TOWARD EFFICIENT SOCIAL CHOICE

Exactly as [2] does for a single agent, our objective is to replace costly graph search with greedy 

variable assignment. Keeping in mind that this search strategy effectively removes outcomes from 

consideration, our overall goal is clear. We must assign variables in such a way that the agents “cross 

off” all of their least-preferred outcomes, arriving from a different direction at the same point as the 

outcome graph search.

It is worth noting that if agents greedily assign variables, an optimal strategy to choose which agent 

assigns each variable can always find the same outcome as the outcome graph search. To show that this 

is the case, we note that the value of each variable V in the optimal outcome must be preferred by at least 

one of the agents—otherwise, flipping the value of V would improve the outcome for every agent. To 

see why this is the case, assume that in the outcome O, the value of some variable V is less preferable for 

every agent. Then, for each agent, look at the outcome O* that results when the value of V is flipped. 

Because O and O* differ only on the value of V, they will be connected by a directed edge in each 

agent’s outcome graph. By assumption, the value of V is preferable in outcome O* for every agent. 

This, in turn, means that every agent would be happier with O* than with O. Thus, in the optimal 

outcome, each variable must have a value that is preferred by at least one agent. Then, if we allow each 

variable to be assigned by an agent that prefers the value that it takes in the optimal assignment, the 

constructed outcome will match the optimal outcome found by searching the outcome graphs. 



The conditional nature of agent’s preferences restricts the order in which variables can be assigned—an 

agent can’t assign a variable without knowing the values of its parents. Therefore, the multi-agent case is 

very similar to the single-agent case in that each agent will sweep forward through its CP-net, and assign 

the variables for which it should be responsible as it encounters them, waiting, if necessary for the 

parent variables of its next choice to be assigned by another agent. The challenge is in designing the 

multi-agent forward sweep such that the right agent makes the assignment to each variable as they 

sweep through their CP-nets. We use the CP-net semantics to design a heuristic that allows us to 

distribute the variable choices among the agents in a way that approximates the ideal optimal assignment 

strategy.

The defined CP-net semantics imply that the explicit dependence relations among variables are 

connected to notions of relative importance. For example, consider a variable V with an arbitrary 

number of children, each of which has its value fixed by some evidence. In constructing the outcome 

graph, the outcome in which V has its more preferred value dominates the other, independent of the 

children’s particular CP-tables. At the extreme, this means that being happy about V but none of its 

children is better for the agent than being happy about all the children but not about V.

This relative importance of higher-level variables forms the basis of our heuristic. This fact suggests that 

we can come close to the optimal assignment by always having some agent greedily assign its highest-

level remaining variable. As each assignment is made, we estimate which parts of each agent’s outcome 

space get pruned away, and use this information to make our future decisions.

Formally, we collect variables into levels according to the length of the longest path between each 

variable’s node in the CP-net and a root node in the CP-net. Then, we make the assumption that the 

variables in a given level have greater collective importance than the combination of all lower-level 

variables. Numerically, this implies that approximately 50% of an agent’s total satisfaction is 

determined by the top-level variables, 25% by the second level, and so on. As a result, we can compute 

the approximate satisfaction interval for a partial assignment by beginning with an interval of [1, 0], and 

iteratively refining this interval based on the values of the variables in each level.



Note that these approximate satisfaction intervals are not entirely accurate.  If we consider Figure 7, 

getting the desired value for variable A puts the agent in the top 5/8 of the outcomes, but the heuristic 

would put the agent in its top half of its outcomes.  However, the objective of the heuristic is to help the 

agents make decisions about which variable to assign next and what value to assign it: so long as it is 

accurate enough to make good decisions, that suffices for our purposes.  Our empirical evaluation will 

look at how effective it is for making these decisions.

Computing these approximate intervals is a two-step process. At each level, we first determine how the 

current assignment compares to all the ways to assign the level’s variables. Then, the overall interval is 

refined based on this local knowledge.

Definition 3 (Helper Functions): For an assignment A to the n variables in a single CP-net level L, in 

which k variables are assigned their less-preferred value, we define NumBetter(n, k) = 

nC0+nC1+…+nCk-1 and NumWorse(n,k) =  nCk+1+…+nCn-1+nCn , where the nCk are binomial coefficients. 

By definition, NumBetter(n,0) = NumWorse(n,n) = 0.

Definition 4 (Iterative Refinement of Approximate Intervals): Assume that level L of the CP-net C 

contains N variables, and that an assignment A to all higher-level variables has interval(A,C)=[oldMax, 

oldMin]. Further assume that an assignment A’ to the variables L produces k bad assignments. Then, 

the new satisfaction interval for the assignment A U A’ is [newMax, newMin] where

newMax =oldMax - (NumBetter(n,k)/2n )*(oldMax - oldMin), 

newMin = oldMin + (NumWorse(n,k)/2n )*(oldMax - oldMin)

Because the quantities (NumBetter(n,k)/2n )*(oldMax - oldMin) and (NumWorse(n,k)/2n )*(oldMax -

oldMin) are always at least zero, we know that newMax ≤ oldMax and newMin ≥ oldMin. Thus, as an 

agent considers more levels in its network and iteratively refines its interval, its max is non-increasing, 

while its min is non-decreasing.

These definitions enable us to derive the following result that turns out to be the basis for all of our 

heuristic reasoning.



Theorem 2: If every variable in the first j levels of a CP-net takes on its preferred value, the interval for 

the partial assignment to those n variables is [1, 1-1/2n], independent of the network topology for those 

variables.

Proof: The max is trivial. At every level, NumBetter = 0, and thus newMax = oldMax = 1. We prove the 

min by induction. If n=1, Theorem 2 specifies newMin = 0 + (1/2)*1 = 1 – (1/2), as desired. Now, we 

assume that Theorem 2 is true for n≤ k, and consider n=k+1. There are two cases depending on the 

network’s topology. If the k+1st variable V is alone in level L, the first k variables fit the conditions of 

the theorem. Then, by the induction hypothesis, the interval after considering the first k variables is [1, 

1/2n]. Then, by Theorem 2, the interval after considering level L is [1, (1-1/2k + (1/2)*(1/2k))] = [1, 1-

1/2k+1].

Finally, we consider the case where V is in a level L with another variable or variables. Assume that 

levels 1 through L-1 contain x variables, while L contains y, with x+y=k+1. By the inductive hypothesis, 

the interval after level L-1 is [1, 1-1/2x]. Every variable in L is assigned a preferred value, so by our 

formula, newMin = 1 – 1/2x + (1/2x)*numWorse(y,0). We know that numWorse(y,0) = (2y – 1)/(2y), and 

so newMin =  1 – 1/2x + (2y – 1)/( 2x*2y) = 1 – (2y/2x+y) + ((2y – 1)/2x+y) =  1 – 1/2x+y = 1 – 1/2k+1, so the 

interval is [1, 1-1/2k+1]. ■

6. MULTI-AGENT FORWARD SWEEP

At a high level, our variable assignment strategy has two key features. First, we show that for some 

variables, it is strictly better to have one agent make the choice. Second, we identify the critical point at 

which one agent is guaranteed to do worse for any possible way of assigning the remaining variables, 

and allow that agent to make all remaining choices.

Before moving to truly arbitrary networks, we consider the case of networks with identical topologies. 

As the agents sweep down their respective networks, unless the agents are in complete agreement, there 

must be some variable V that is either the first variable encountered by an agent that has previously been 

set to a bad value, or that occurs at the same level for both agents and has a value about which the agents 

disagree.



In the first case, we label the networks N1 and N2, and we say that in N1, V is at level i, which contains n

variables and that in N2, V is at level j, which contains m variables. At this point, without loss of 

generality, we assume that V is strictly more important for the agent with network N1, so that i < j. 

Finally, we say that levels 1 through i-1 contain x variables, and levels 1 through j-1 contain y variables. 

The key consequence of the networks having identical topologies is the fact that x+n ≤ y.

Assume that in outcome O, V’s value is bad for A2. If, however, V isn’t assigned a value by the evidence, 

its value was earlier set by A1. By flipping the value of V to construct outcome O’, we could give V the 

value preferred by A2, at the expense of A1. To evaluate this proposal, we compute the satisfaction 

intervals interval(O, A2) and interval(O’, A1). We find that min(O, A2) = 1 – 1/2y + (numWorse(m,1)/ 

2m)*(1/2y), which we re-write as 1 – 1/2y + Φ, where Φ > 0. Similarly, we know max(O’, A1) = 1 –

1/2x+n. Because y ≥ x+n, this implies that min(O, A2) > max(O’, A1).

This means that for every variable that occurs at a higher level for some agent A1, it is a bad strategy to 

be non-greedy and defer the assignment to the other agent A2. Doing so guarantees that the eventual 

outcome will leave A1 more disappointed than A2would be in the case that it was not deferred to.

In the second case, when the first point of conflict is over a variable that is in the same level for both 

agents, there is a tie that must be broken. Based on Theorem 2, we know that the agent that is 

disappointed with the assignment to V will necessarily be the worst-off agent. Thus, we can resolve 

these ties by having each agent perform a forward sweep over the remaining variables, and assigning V

to favor the agent who would be worse off should it not gets its way about V.

Our reasoning relies fundamentally on the idea of a variable being at a different level in each agent’s 

CP-net. When the network topologies are identical, it is clear when this happens. However, for networks 

of arbitrary topology, the definition of being at a higher level is fuzzier. For our reasoning, the crucial 

fact is that the number of variables at a higher level than V for one agent is at least as large as the sum of 

the variables at the same or a higher level than V for the other agent. We carry this condition into our 

general algorithm.



The Multiagent Forward Sweep (MAFS) algorithm provides a high-level description of the general 

procedure for finding a good social outcome. The algorithm relies on our reasoning from the identical 

topology case about our ability to greedily assign higher-level variables, combined with careful 

bookkeeping to identify which variables must be at a higher level for one of the agents.

The key property of the algorithm is that it maintains a list of open variables for each agent. The rate at 

which agents add variables to the open list is controlled to ensure our desired properties. In particular, 

for any open variable, one of two possibilities holds. If the variable is open for only one agent, then it 

must be at a higher level for that agent. Otherwise, if it is open for both agents, then it is at the same 

level for both agents. 

Whenever variables are added to the set of open variables, that set is sorted so that the algorithm will 

first consider the variables that are open for both agents and about which there is no disagreement. Next 

come the variables open for only one agent, and finally the equi-level variables that are in conflict.

Then, the main loop of the algorithm is to select the next variable from the open list and assign it a 

value. When there is no conflict, this assignment is simple. We maintain the open list in such a state that 

the assignment can be made greedily. As in the case of identical topologies, when there is a conflict, the 

algorithm breaks the tie by performing a forward sweep for each agent to determine which agent is less 

unhappy if disappointed. After each variable assignment, the agents’ satisfaction intervals are updated. 

MAFS 
Init( a1.int[1, 0], a2.int[1, 0])
1 Open initial levels
2 Order the open variables
3 while( unassignedVars ≠ null )
4 curVarselectNextVariable

5 if( only A1.currentVars contains curVar)
6 a1.assignValue(curVar)
7 else if( only A1.currentVars contains curVar)
8 a2.assignValue(curVar)
9 else if( agents agree on value for curVar)
10 a1.assignValue(curVar)
11 else if(agents disagree on value for curVar)
12 look ahead to break tie

13 Update intervals and counts
14 Open additional levels as appropriate
15 Order variables
16  if(interval1.min > interval2.max )
17 a2.assignRemainingVars
18  else if(interval2.min > interval1.max )
19 a1.assignRemainingVars



Also, we check to see if another level can be opened. Once we know that one agent must be worst off 

because its max is smaller than the other agent’s min, we give it the remaining choices via simple single-

agent forward sweep, and the algorithm terminates with all the variables assigned.

This description necessarily glosses over a great many of the details in our implementation of our 

algorithm. However, the key point is that the set of open variables is always maintained in such a state 

that a variable occurs in both agents’ open sets simultaneously IFF it is functionally at the same level for 

the agents. In the earlier notation, this means that x+i > y and y+j > x. The corollary is that any variable 

not in both open sets must be more important for the agent whose set it occurs in and can be 

immediately assigned.

7. EMPIRICAL EVALUATION

The multi-agent forward sweep is a greedy algorithm intended to heuristically approximate the 

performance of an ideal algorithm that makes the optimal choice about which agent ought to control the 

assignment to each variable. Because we do not know the optimal choices at each stage, we want to 

evaluate our algorithm and its heuristic by how close the outcomes it finds are to optimal.  We use the 

outcome graph search algorithm described in Section 4 to provide the true optimal outcome as a 

standard against which we can compare the performance of the forward sweep.

We randomly generated CP-nets using the Bayes’ Net Generator from the University of Sao Paolo 

Decision Making Lab (available at http://www.pmr.poli.usp.br/ltd/). We limited the maximum in-degree 

of each node to 3. 

7.1 Running Time

Our first experiments compare the running time of the two algorithms. The results are shown below in 

seconds for a variety of problem sizes. We terminated the outcome graph search at 30 minutes. The data 

for the smaller problems are averages of five randomly generated problems. The number of trials is 

small because the standard deviation in running time is tiny—less than .01 for N=5 and N=8, and .25 for 

N=10. Incidentally, the standard deviation of the running time on different problems is smaller than the 

standard deviation for multiple runs on the same problem.



Table 1. Running time of algorithms (in seconds)

N=5 N=8 N=10 N=12 N=15 N=20

Forward Sweep 0.01 0.02 0.01 0.02 0.03 0.08

Graph Search 0.16 1.53 33.45 1243 >1800 >1800

As expected, the outcome search displays obvious exponential behavior, while the forward sweep is 

extremely fast. Searching the outcome graph becomes infeasible near N=10 variables (210 outcomes), 

while the forward sweep remains fast for much larger problems.

7.2 Solution Quality

We measure the quality of the solution returned by the forward sweep by evaluating the outcome it 

returns using the agents’ outcome graphs. We compare the minimum satisfaction for the worst-off agent 

using each algorithm as well as the tier that outcome is in. We used 8-node networks because they are 

large enough to offer interesting outcome graphs (256 outcomes), while being small enough that the 

outcome graph search still gives answers quickly. Furthermore, our experiments with networks of other 

sizes indicate that the relative solution quality is unaffected by problem size.

We ran 16 trials, and measured the difference in the minimum satisfaction for the worst-off agent using 

each algorithm. We report the difference in min values of the outcome returned by the outcome graph 

search and by the forward sweep for each of those runs, along with summary statistics here: quartiles, 

min, max, as well as the mean.

Table 2. Data and statistics describing performance gap between outcome graph search and 

forward sweep algorithms

Raw 

Data
0, 0, 0, 0, 0, 0, 0, .02, .02, .06, .08, .08, .1, .14, .2, .27

Min Q1 Q2 Q3 Max Mean

0 0 .01 .09 .27 .06



The forward sweep finds the optimal outcome in 7 of 16 trials, and is within .1 of optimal in all but 3. 

This performance profile is not unexpected for a heuristic greedy algorithm. The approximation 

provided by the heuristics is, in most cases, an accurate one. But, when the heuristics lead to an error, 

the greedy nature of the algorithm leaves it unable to recover. We also note that the optimal outcome is 

universally excellent—better than 88% of choices for the most disappointed agent. As a result, the minor 

degradation in performance in the MAFS algorithm should be acceptable in many applications in return 

for the vast improvement in running time.

8. DISCUSSION AND RELATED WORK

The empirical performance of the multi-agent forward sweep algorithm is very encouraging. It is 

exponentially faster than searching the outcome graphs, and in a large majority of cases, the outcome it 

finds is either optimal or nearly so. 

An anytime algorithm emerges quite naturally from the present work. The forward sweep provides an 

initial outcome that is likely to be quite good, and when the outcome it returns differs from the optimal 

outcome is usually does so only for one or two variables, even for larger problems. Thus, after 

generating an initial candidate outcome, the algorithm can test other similar outcomes that are generated 

by flipping single variables, and then pairs of variables. Such an approach benefits from the fact that the 

upper bound on solution quality is both known, and relatively constant across problem instances, which 

allows a realistic assessment of the value of continuing the search for better outcomes. The missing 

piece is developing an accurate way of assessing the divergence of candidate solutions from the optimal 

solution without relying on the outcome graph. The forward sweep algorithm generates its own 

satisfaction intervals, but those are themselves an approximation of the true quality of the outcome.

At the most basic level, this presentation has assumed a high degree of commensurability between 

agents’ outcome spaces. The outcome graph search is based on the idea that an outcome that is, for 

example, between the top fourth and top eighth of its possible outcomes has similar underlying utility 

for one agent as it does for another. When it is known a priori that this is not the case, the algorithm can 

be adapted to proceed at a similar rate of decreasing utility for each agent, rather than decreasing 

position in the outcome space. 



Our work intentionally uses pure CP-nets in an attempt to see how far the model might be pushed into 

the multi-agent realm, and must accept the inherent tradeoffs. As our application is designed for users 

suffering from some degree of cognitive impairment, ease of elicitation is of primary importance. 

However, in domains that can reasonably place greater demands on their users, richer CP-nets 

representations might be profitably adapted to guide social choices, especially UCP-networks [1]. By 

attaching utilities to the values for variables, this representation provides much more power to evaluate 

outcomes socially, while at the same time offering some of the same advantages of CP-nets.

In [7], Rossi et al. present another approach to the problem of using qualitative graphical representations 

of preference to guide social choices. mCP-nets extend the basic representation to allow an agent to 

condition its preferences on variables that it has no direct stake in. The approach to social choice taken 

in [7] is to construct what is effectively a joint outcome graph. Then, this graph can be searched to find 

outcomes that correspond to a variety of canonical social choice functions. While in some respects more 

general than this work, the social choice protocols in [7] are restricted to working in the (exponential) 

outcome graph. In contrast, this work is more narrowly focused on generalizing the single agent forward 

sweep to a multi-agent setting. 

In practice, it is likely that agents have many local variables and only a few held in common. This 

particular framework provides ample opportunity for the simplification of the problem. One approach is 

preferential decoupling, similar in spirit to temporal decoupling [4]. If agents first resolve the joint 

variables, the problem decomposes into many single-agent problems, which can be solved very 

efficiently. The difficulty here lies in making good decisions about the joint variables even though the 

values of their parents may not all be known at the time that the decoupling decisions must be made.

Efforts are currently underway to integrate the present work into a system to provide assistance for 

multiple users suffering from cognitive impairment. We are seeking to solve the problems of scheduling 

and coordination in a way that respects the expressed preferences of the users. To that end, we extend 

the notion of a “variable” to include the temporal difference between a pair of time points. This allows 

us to integrate preference reasoning with temporal constraint reasoning to rapidly find a joint schedule 

that is not only feasible, but also highly preferable.
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